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Biomedical time series

3

Electroencephalogram (EEG)

Vo
lt

Electrocardiogram (ECG)

Gait signal

D
eg

/s

Time

Vo
lt



Thibaut Germain EDF /45

Deterministic and recurring biomedical patterns
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‣Biomedical time series often exhibit patterns that: 
• Consistently observed across different subjects. 
• Reflect the physiological states of subjects.  

‣Biomedical patterns are appealing features for statistical analysis (diagnosis, 
longitudinal follow-up, etc).
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Statistical analysis with biomedical patterns

Historical approach: 

‣Extracting and comparing key features from biomedical patterns.
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(a) (b)

Figure: From [Mar+17], ECG features accounting for (a) intervals’ duration 
and peaks’ height, (b) area under the curve of specific intervals.

Issues: 

‣Features partially describe the shape of a pattern. 

‣Features sensitive to pattern deformations.
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Sensitivity to deformations
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Deformed
Original

Time warping
+QRSA / QT

Offset shift
+QRSA / QT

Amplitude scaling
+QRSA / QT

Desirable analysis: 

‣Comparing the shape of objects independently of some deformations. 

‣Comparing the shape of objects by quantifying relevant deformations.

Such problematics are specifically addressed by the research community 
Shape analysis
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Shape analysis

‣Shape analysis finds its roots in biology [Tho17, Gre98], 
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Figure: From [Kli15]. Figure: From [Tho17]

‣A strong theoretical background [Boo86, Ken77, Gre94, You10, Bau21], 

‣Finds applications in medical analysis, Alzheimer [Deb19], glaucoma [Lee17].

C������ 4

(a) �g = 5; residual error rate= 34% for both models. The varifold and deformation kernels are too large
to properly handle sulci and gyri.

(b) �g = 3.5; residual error rate = 40% (one-component trajectory), 39% (piecewise trajectory). For the
one component trajectory, the post-central sulcus is clearly visible at 26 weeks (3 weeks ahead what is
expected); the superior temporal sulcus is very pronounced at 28 weeks, 3 weeks ahead the expected end
of its formation.

Figure 4.8: Comparison of one-component and piecewise trajectories associated to mul-
tiscale optimization for �g = 5 (panel (a)) and �g = 3.5 (panel (b)). Folds with the lowest
residual error di�erence are presented.

objects, combined it with the previous strategy and demonstrated increased performance
on an atlas estimation task.

The presented multiscale strategy is versatile in the sense that it can be applied to
several types of objects, combined to di�erent deformation frameworks and to di�erent
Computational Anatomy models. Here, we extended its application from cross-sectional
to temporal modelling. Combining the multiscale strategy to single-dynamic and piece-
wise trajectories, we demonstrated on toy data that multiscale optimization can model
complex time-dependent changes in a more natural way.

We then focused on the complex task of modelling brain development during preg-
nancy using fetal brain volumes and cortical surface meshes. These experiments can be
considered as preliminary �ndings of Chapter 7, where we will work more in-depth on
modelling the fetal brain growth. Both experiments showed that the multiscale strategy
combined to piecewise geodesic regression can enhance the modelling of the fetal brain
growth, notably by estimating more accurate brain deformations and avoiding unrealis-
tic local minima.

However, Section 4.4.2 also highlighted some limitations of the LDDMM framework,

68

Figure: From [Gau23],  analysis of fetal brain development.

‣Shape analysis is primally concerned with images and must be refined to 
encompass temporal dynamics as needed in time series.



Thibaut Germain EDF /45

Group action for time series
A Group action models:  

‣The deformation by a group . 

‣The geometric objects (time series) by a set . 

‣The action of  on  by the deformed object . 

Two Time series representations: 

‣Functional: It is a function   from a closed interval  taking value in . 

‣Discrete: It is a sequence  sampled a time . 

Example: 
The group of linear trends acts on the 
set of time series  by the action: 

𝖦
𝖬

g ∈ 𝖦 m ∈ 𝖬 g ⋅ m ∈ 𝖬

f 𝖨 ⊂ ℝ ℝd

(f(t1), …, f(tn)) ∈ ℝn×d t1 < … < tn ∈ 𝖨

𝖦 = {t ∈ [0,1] ↦ αt + β ∈ ℝ | (α, β) ∈ ℝ2}
𝖬 = 𝖫2([0,1], ℝ)
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× ↦𝖬

m

𝖬

g ⋅ m = m + g

𝖦

g
⋅ =
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Aim: Retrieving all occurrences of a query sequence in a time series. 

Shape requirement: The similarity functions might need to be invariant to some 
deformations. 

Contribution:  

1. Metric invariant to linear deformations [Ger24a]. 

2. Convolution locally invariant to linear deformations [Ger25].

Local linear deformations: Similarity search & Convolution

9

[Ger24a]     Thibaut Germain, Charles Truong, and Laurent Oudre. “Linear-trend normalization for multivariate subsequence similarity search”. In: 2024 IEEE 40th International Conference on Data 
                     Engineering Workshops (ICDEW). IEEE. 2024, pp. 167–175. DOI: 10.1109/ICDEW61823.2024.00028 

[Ger25]     Thibaut Germain, Chrysoula Kosma, and Laurent Oudre. “Time series representations with hard-coded invariances“. In the 42nd International Conference on Machine Learning (ICML).
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Global non-linear deformation: Time series embedding

Aim: Embed time series irregularly sampled and of variable length as vectors 
accounting for time series shape structure. 

Shape requirement: Transitive group action with a relevant group of deformations 
for time series. 

Contribution: An unsupervised framework for learning time series embedding 
suited for shape-related statistical analysis [Ger24d].
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𝖦0

𝖦1 𝖦2

𝖦5

𝖦4
𝖦3

ϕα1
ϕα2

ϕα3
ϕα4

ϕα5
→

α1 : [−1.76 2.93]
α2 : [−0.87 2.15]
α3 : [−1.04 −2.45]
α4 : [2.78 0.62]
α5 : [2.91 −0.28] α3

α4

α1 α2

α5

[Ger24d]       Thibaut Germain, Samuel Gruffaz, Charles Truong, Alain Durmus, and Laurent Oudre. “Shape analysis for time series”. In: The Thirty-eighth Annual Conference on Neural Information  
                        Processing Systems (NeurIPS). 2024
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Local invariance to linear 
deformation

11
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Deformation-based embedding for time series

Aim:  
Propose metrics and convolutions (locally) invariant to 

linear deformations computationally scalable. 

Methodology: 
Construct a time series embedding invariant to linear 
deformations and scalable thanks to the Fast Fourier 

Transform. 

Application:  
Similarity search, Classification, Domain adaptation

12
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Group action modeling
Question: How to model local linear deformations and their action ? 
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Deformed
Original

(a) Amplitude scaling (b) Offset shift (c) Linear trend

Group Action: Consider the group action: 
     

   
with:  

 

and: 
 a finite dimensional subspace of  .

(ℝ*+ ⋉ 𝖧) × 𝖫2(𝖨, ℝD, μ) ↦ 𝖫2(𝖨, ℝD, μ)
((λ, h), f ) ↦ λf + h

𝖫2(𝖨, ℝD, μ) = {f : 𝖨 ⊂ ℝ → ℝD ∣ ∫𝖨
⟨ f(t), f(t)⟩2 μ(dt) < ∞} ,

𝖧 𝖫2(𝖨, ℝD, μ)

Orbit: Consider  , its orbit is the set .f ∈ 𝖫2(𝖨, ℝD, μ) [ f ] = {λf + h | (λ, h) ∈ ℝ*+ ⋉ 𝖧}

Next question: How to define a deformation-invariant metric ? That is a metric on 
the set of orbits, i.e. :   

d([ f ], [g]) = ?
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Invariant embedding

Aim: Proposing a embedding  that is: 
1. -invariant:           
2. orbit-injective:                      if     

L : 𝖬 ↦ 𝖬
(ℝ*+ ⋉ 𝖧) L(λf + h) = L( f )

L( f ) ≠ L(g) [ f ] ≠ [g]

14

Proposition 1: The embedding  is -invariant and orbit-injective. 

*  with the orthonormal basis 

L = Id − P𝖧 𝖧

P𝖧 : m ∈ 𝖬 ↦
N

∑
i=1

⟨m, hi⟩𝖫hi ∈ 𝖧 (hi)i∈[[1,N]])
* orthogonal projector

Proposition 2: The embedding 

is -invariant and orbit-injective.(ℝ*+ ⋉ 𝖧)

L̂ : m ∈ 𝖬 ↦{L(m)/∥L(m)∥𝖬 if m ∈ 𝖬\𝖧
0𝖬  else
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Invariant metric and convolution

15

Proposition 3 (Invariant metric): The application:  

 , 

defines a metric on the set of orbits (quotient space).

d([ f ], [g]) = ∥L̂( f ) − L̂(g)∥𝖬 = 2 (1 − ⟨L̂( f ), L̂(g)⟩)
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Proposition 4 (Locally invariant convolution): The application:  

 , 

where  is locally invariant to deformations.

f ⊛𝖦 w : u ∈ ℝ ↦ ∫𝖨
⟨(K𝖦

u f )(t), w(t)⟩μ(dt) ∈ ℝ

K𝖦
u f = L̂(t ∈ 𝖨 ↦ f(t + u))

Computational complexity: Given an orthonormal basis of : 

 (FFT [Mat13])⟨L̂( f ), w⟩ = (⟨ f, w⟩ −
N

∑
i=1

⟨ f, hi⟩⟨w, hi⟩)/∥L( f )∥ ⟹ 𝒪(NDL log(L))

(w) ( f )



Thibaut Germain EDF /45

Experiments: Robustness Study

16

Figure. FordB dataset (UCR archive), with the normalized input 
(dotted line) and deformed versions of the series (in blue).

- Addition of random offset and linear trend -

- Addition of random offset and random walk trend - 

Settings:  

‣Task: Classification on five UCR datasets [Dau19], trained on raw data and 
tested on 4 unseen synthetic deformations. 

‣Models: Self-supervised TS-TCC (pre-trained on deformations) vs CNNs with 
different filter types: normal (non-invariant), offset-invariant, and trend-invariant. 

Classification Accuracy (%)
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Experiments
Classification Benchmark: 

17

Classification Accuracy (%)

Mean Rank on UEA

Transfert Learning:
Classification Accuracy (%)

Task: training and testing on A, B, C, D sub-datasets of Fault-Diagnosis [Les16]. InvConvNet, InvConvNet-N 
(normal) are supervised on source and TS-TCC, TS2Vec are self-supervised (fine-tuned on source).
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Conclusion

Advantages:  

‣Generalisation (Robustness to unseen domains and deformations). 

‣Scalable computation. 

‣Lightweight models (requires smaller training datasets). 

Limits:  

‣Preselected sets of deformations. 

‣Sensitivity to signals with irregularities. 

Future work:  

‣Activation layer for selecting the appropriate sets deformation. 

‣Learning the set of deformations.

18
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Deformation-based embedding for 
time series
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Deformation-based embedding for time series

Aim:  
Analyze inter-individual variability in a dataset of irregular 

sampled and variable sequence length time series. 

Methodology: 
Unsupervised representation learning with Large 

Deformation Diffeomorphic Metric Mapping (LDDMM) to 
capture spatiotemporal structure.  

Application:  
Mouse ventilation analysis

20
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Mouse ventilation analysis

21

Expiration

Inspiration

Nasal airflow

m
l/s

Aim: Assessing mouse ventilation and its alterations in response to physiological or 
environmental changes. 

Applicability: Studying drugs’ effects on the respiratory system, monitoring mouse 
models of human diseases, evaluating airway irritants, etc. 

Measurement: plethysmography



Thibaut Germain EDF /45

Aim: Assessing ventilation response after the exposure of a neurotoxin for mice of 
different genotypes. 
Experimental protocol: For each genotype (WT, ColQ): 

Mouse ventilation analysis

22

Control period
15 to 20 minutes

Exposed period
35 to 40 minutes

Drug injection
Physostigime

Analysis insights: A time series with elementary patterns.
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Input: A time series dataset . 

‣Any time series  is associated to its graph . 

 In practice, it is a sampled graph:  

‣Any  is represented by the parameters  of a deformation whose action 
on a graph  verifies: 

 , 

where  is a diffeomorphism parametrized by .

{sj : 𝖨j ↦ ℝd | j = 1,…, N}
sj 𝖦j = {(t, sj(t)) | t ∈ 𝖨j}

! 𝖦̃j = {(ti, j, sj(ti, j)) | t1, j < … < tnj, j ∈ 𝖨j}
𝖦j αj ∈ ℝm

𝖦0 = {(t, s0(t)) | t ∈ 𝖨}

𝖦j ≈ ϕαj
⋅ 𝖦0 = {ϕαj (t, s0(t)) | t ∈ 𝖨}

ϕαj
: ℝd+1 ↦ ℝd+1 αj ∈ ℝm

Representing time series

23

𝖦0

𝖦1 𝖦2

𝖦5

𝖦4
𝖦3

ϕα1
ϕα2

ϕα3
ϕα4

ϕα5
→

α3

α4

α1 α2

α5

α1
α2
α3
α4
α5

Question: How to learn the reference graph  and the deformations .𝖦0 ϕαj
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An optimization problem

The reference graph  and the deformation  are learned by solving the 
empirical Fréchet mean problem:  

 

where  is a diffeomorphism parametrized by , and  is 
the varifold loss [Kal17]. 

Questions:  

‣How to parametrize diffeomorphisms?  

‣What distance  should be considered?

𝖦0 ϕαj

arg min
𝖦0,(αj)j∈[[1,N]]

1
N

N

∑
j=1

d2
𝖦(ϕαj

⋅ 𝖦0, 𝖦j)

data attachment

+ λd2
Φ(Id, ϕαj

)

regularization

ϕαj
: ℝd+1 ↦ ℝd+1 αj ∈ ℝm d𝖦

dΦ

24
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Building diffeomorphisms with LDDMM [Beg05]

Theorem [Gla05]: Assuming  a time-varying velocity field in , 
where   is an RKHS with some regularity assumptions [Gla05]. For any ,  the 
differential system: 

     with     , 

has a unique solution defined for all .  

‣At any time , the flow application:  

  

is a diffeomorphism. 

A metric group: The group of diffeomorphisms  is 
metrizable such that for any : 

,                                                         
the infimum is reached with a  and it conserves its norm along its geodesic path 
i.e.: .

v ∈ 𝖫2([0,1], 𝖵) ℝn

𝖵 x0 ∈ ℝn

𝖽X(τ)
𝖽τ

= vτ(X(τ)) X(0) = x0

τ ∈ [0,1]

τ ∈ [0,1]

ϕτ
v : x0 ∈ ℝn ↦ x0 + ∫

τ

0
vr(ϕr

v(x0))𝖽r ∈ ℝn

Φ ≜ {ϕ1
v | v ∈ 𝖫2([0,1], 𝖵)}

ϕ ∈ Φ

d2
Φ(Id, ϕ) = inf

v∈𝖫2([0,1],𝖵) {∫
1

0
∥vτ∥2

𝖵𝖽τ |ϕ1
v = ϕ }

v*
∥v*τ ∥𝖵 = ∥v*0 ∥𝖵, ∀τ ∈ [0,1]

25
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Geodesic shooting

An Exponential map: By denoting  the geodesic starting from  with 
initial conditions , the exponential map is [Mil06]:  

      and       

In practice:  is parametrized by , the kernel associated with , the sampled time 
series graph  and the parameters  such that:  

τ ↦ ρv0
(τ) Id

v0 ∈ 𝖵

expId : v0 ∈ 𝖵 ↦ ρv0
(1) ∈ Φ d2

Φ(Id, expId(v0)) = ∥v0∥2
𝖵

v0 K 𝖵
𝖦0 ∈ (ℝd+1)N0 α0 ∈ (ℝd+1)N0

v0 : x ∈ ℝd+1 ↦ ∑
k∈[N0]

K(gk
0, x)αk

0 ∈ ℝd+1

26

Id

expId(v0) expId(v1)

v0
v1

𝖦0

expId(v0) ⋅ 𝖦0 expId(v1) ⋅ 𝖦0

𝖵

Φ
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Problem: A general diffeomorphism does not necessarily preserve the structure of 
a time series graph. 

Intuition: Let  and , the diffeomorphic deformation  
mapping  to  should be seen as distortion  and a time parametrization 

 such that: . 

s0 : 𝖨 ↦ ℝd s : 𝖩 ↦ ℝd ϕ
s0 s h : 𝖨 ↦ ℝ

γ−1 : 𝖩 ↦ 𝖨 ϕ ⋅ 𝖦(s0) = 𝖦((s0 + h) ∘ γ−1) = 𝖦(s)

Application to time series

27
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A kernel for time series deformations

Gaussian Kernel: For any  and , the -dimensional Gaussian kernel is: 

 

The proposed kernel: Let  be a kernel defined for any , 

 with  

parametrized by  and the constants . 

Lemma: For any initial velocity field , the RKHS associated to ,  and for any 
, there exist a time parametrization  and a distortion  such that 

. 

n ∈ ℕ* σ > 0 n

K(n)
σ : (x, y) ∈ ℝn × ℝn ↦ exp( −∥x − y∥2/σ) ∈ ℝ

K𝖦 (t, x), (t′￼, x′￼) ∈ (ℝd+1)2

K𝖦((t, x), (t′￼, x′￼)) = (
c0Ktime 0

0 c1Kspace)
Ktime = K(1)

σT,0
(t, t′￼)

Kspace = K(1)
σT,1

(t, t′￼)K(d)
σx

(x, x′￼)Iℝn

σT,0, σT,1, σx > 0 c0, c1 > 0

v0 ∈ 𝖵 K𝖦
τ ∈ [0,1] γτ hτ

expId(τv0) ⋅ 𝖦(s0) = 𝖦 ((s0 + hτ) ∘ γ−1
τ )

28
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Related work

 Time series are not curves: 

‣A curve , interest in its image:  .  

‣A time series , interest in its graph: . 

Shape analysis:  
Tailored for curves analysis (independent of time parametrization): 

‣LDDMM for curves analysis [Gla08] 

‣Square Root Velocity (SRV) [Sri10, Heo24] 
Tailored for time series analysis: 

‣Functional data analysis (Shape-FPCA) [Wu24] 

Deep learning:  

‣RNN-Based: [Med99,Chu14] 

‣Attention-based: [Shu21,Lee21] 

‣Neural-ODEs and its variants: [Lec20, Oh24]

!

s : t ∈ [0,1] ↦ s(t) ∈ ℝd+1 {s(t) | t ∈ [0,1]}
s : t ∈ 𝖨 ↦ s(t) ∈ ℝd {(t, s(t)) | t ∈ 𝖨}

29
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Experimental protocol:  

‣Task: Classification with different scenarios of irregular sampling. 

‣Datasets: 15 UCR/UEA datasets. 

‣Metric: f1-score. 

‣Algorithms: TS-LDDMM, LDDMM and 8 deep learning algorithms.  

Results:  
First & second best performers. TS-LDDMM is the best performer on three out of 
four dropping rate. 

Robustness to irregular sampling

30

B.7. Classification benchmark on regularly sampled datasets 151

Table B.3 Comparison of average macro f1-score and rank as the sample dropping rate increases.
First & second best performers. TS-LDDMM is the best performer on three out of four regimes.

Methods Regular 30 % dropped 50 % dropped 70 % dropped
F1-score Rank F1-score Rank F1-score Rank F1-score Rank

RNN (1999) 0.64 ± 0.21 6.2 0.53 ± 0.23 6.6 0.48 ± 0.21 7.2 0.44 ± 0.21 6.07
LSTM (1997) 0.61 ± 0.29 6.0 0.57 ± 0.29 6.27 0.53 ± 0.25 6.07 0.51 ± 0.29 5.27
GRU (2014) 0.71 ± 0.26 4.2 0.68 ± 0.28 4.27 0.66 ± 0.28 3.73 0.59 ± 0.28 3.67
MTAN (2021) 0.59 ± 0.28 7.13 0.58 ± 0.28 5.8 0.54 ± 0.29 5.33 0.51 ± 0.28 5.0
MIAM (2022) 0.48 ± 0.35 6.93 0.42 ± 0.33 8.27 0.47 ± 0.31 6.93 0.35 ± 0.31 7.6
ODE-LSTM (2020) 0.63 ± 0.24 6.0 0.57 ± 0.25 6.53 0.51 ± 0.24 7.27 0.45 ± 0.23 6.73
Neural SDE (2019) 0.48 ± 0.28 7.67 0.47 ± 0.26 7.47 0.45 ± 0.27 7.13 0.45 ± 0.25 6.0
Neural LNSDE (2024) 0.7 ± 0.27 3.87 0.68 ± 0.29 4.0 0.67 ± 0.25 3.53 0.66 ± 0.23 2.47
LDDMM (2008) 0.72 ± 0.2 4.53 0.7 ± 0.21 4.2 0.57 ± 0.25 5.0 0.4 ± 0.25 7.13
TS-LDDMM (ours) 0.83 ± 0.18 2.93 0.8 ± 0.18 2.07 0.7 ± 0.26 3.33 0.51 ± 0.27 5.67

B.7.1 Benchmark methods

• SRV-based method: we include TCLR [Heo+24] a logistic regression on the tangent
space of the Frechet mean with Square Root Velocity (SRV representation). We
also include Shape-FPCA [WHS24] that encodes both the time series and its time
parameterization.

• LDDMM-Based : TS-LDDMM (ours) and LDDMM [Gla+08]. Both methods learn
representations by solving ODEs parametrized with Kernels. While both methods
handle multivariate signals, TS-LDDMM is specifically designed for time series.

B.7.2 Model settings

TCLR & Shape-FPCA. Shape-FPCA is available in the Python library FDASRSF 9. Once
the shape-FPCA representations are learned, they are fed to an SVC from scikit-learn.
FDASRSF provides SRV representation methods that we combined with a logistic regression
from scikit-learn to implement TCLR. For both methods, the number of steps to learn
the Frechet mean is set to 50, and the regularization hyperparameter C is set through grid
search on a validation set with the macro f1-score. Other parameters are set to default.

TS-LDDMM & LDDMM. Representations learned with TS-LDDMM or LDDMM by
solving the atlas estimation problem (6.14) are fed to an SVC from scikit-learn. All
SVC’s hyperparameters are set to default except the regularization term C, which is set
through grid search on a validation set with the macro f1-score.

To learn TS-LDDMM (resp. LDDMM) representations, the velocity field kernel
KG is set to (c0, c1,�T,0,�T,1,�x) = (1, 0.1, 0.33l̄, 1, nd), (resp. (�T ,�x) = (0.33l̄, nd))
where l̄ is the average time series length and nd the number of dimensions. For both
methods and all datasets, the varifold loss kernels (kpos, kdir) are identical and set
to (�pos,t,�pos,t,�dir,t,�dir,x) = (2, nd, 2, nd). For TS-LDDMM (resp. LDDMM), the
optimizer is set with 400 epochs (resp. 400) and a maximum learning rate ⌘M = 0.1 (resp.

9https://fdasrsf-python.readthedocs.io/en/latest/
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Mouse ventilation analysis
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Control period Exposed periodDrug injection
Physostigime15 to 20 minutes 35 to 40 minutes

Aim: Assessing ventilation response after the exposure of a neurotoxin for mice of 
different genotypes (WT and ColQ).

EmbeddingSegmentation Kernel PCA

time

Experimental protocol:

Data analysis:
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Control period analysis
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𝖦0PC densities
Deformations by flowing along PCs

ColQ WTPC1/PC2

Kernel PCA applied on the initial velocity fields parametrized with .(𝖦0, αj)j∈[[1,N]]

Reminder 
Respiratory cycle

m
l/s

Expiration

Inspiration

Observations: 

‣PC1 accounts for the cycle duration and PC2 for the ratio inspiration/expiration. 

‣PC1 negative tail for ColQ mice seems to highlight impairment of motor control.
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Conclusion
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Advantages:  

‣ Interpretable method (Dialogue around the data) 

‣Statistical guarantees (representation infectivity) 

‣Handles irregularly sampled time series of variable size 

Limits:  

‣High computational cost.  

‣Requires smooth time series. 

Future work:  

‣Layout the downstream machine learning pipeline.
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Thank you for your attention. 

Any questions?
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• Thibaut Germain, Charles Truong, and Laurent Oudre. “Interactive Motif Discovery in Time Series with Persistent Homology”. 
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